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CobenaT in aNnekKTpooBLubl Jiiogen? Kuemy
npuBenaeT oyvym HempoceTem 1 a0MeHUT JIn
NN uenoBeka?

Cepreu Mapkos

[NunpekTop no passututo TexHonornm M, Coep




«.../1 co mHOU, M@HOH, TOYHO
TaK Xe: 30€ecCb s AeNnto HYXAyY
MOUX corpaxgaH un yrnpekat cebs
B TOM, YTO BOOOLLE 3HATb HE
3HalO0, YTO Xe TaKkoe
noopopetenb. A ecrnin s1 3TOro He
3Hal0, TO OTKyda MHe 3HaTb, KakK
ee JocTnyib? Pa3Be, No-TBOEMY,
BO3MOXXHO, BOOOLLE HEe 3HadA, KTO
Takon MeHOH, 3HaTb, KpacuB N
OH, OoraT nun, 3HaTeH NN Unn xe

COBCEM HaA0bOoPOT?»
[1naTtoH, «MeHOoH», 71 a—Db
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Uto Takoe NA?

ABTOP TEPMUHA «NCKYCCTBEHHbIN
MHTennekT», xoH MakkapTtu
(John McCarthy, 1927—2011),
aMepPUKaHCKMN MHAPOPMATUK,
npeanoXxun ero Ha rpaHuue 1955
n 1956 rogos. OnpeneneHue
MakkapTu 3By4ano crnegyrowmm
obpa3om: «l/IcKyCcCTBEHHbIN
MHTENNEKT — HayKa U
NHXXeHepHaa AeATeNnbHOCTb,
HanpasneHHaqa Ha co3gaHue
YMHBIX (Intelligent) mawinH»
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Uto Takoe NA?

1956 Dartmouth Conference:
The Founding Fathers of Al

p .
- e ‘ v -
- - - .

John MacCarthy Marvin Minsky Claude Shannon Ray Solomonoff

Herbert Simon Arthur Samuel Oliver Selfridge Nathaniel Rochester Trenchard More




Uto Takoe NA?

CttoapT Paccen (Stuart J. Russell, poa. B
1962) n Nntep Hopsur (Peter Norvig, poa. B
1956) B cBOEW KNnaccu4veckoun pabote
«VICKyCCTBEHHbIN NHTENNEKT. COBPEMEHHbIV
noaxoa» (Artificial Intelligence: A Modern
Approach) BblOeNAOT YETbIPE PaA3NMUYHbIX
MCTOPUYECKUX Noaxoda K onpeaeneHuio
MHTEpPECYOLEro Hac NOHATUA, HO B LIENOM &
OHUN CXOOATCA B OQHOM: UCKYCCTBEHHbI ~ 2L, I
MHTENNEKT — 3TO AMCLUMNIIMHA, CTaBSALL AN g | m&f ‘%
CBOEW uenbio co3gaHne cUcTtemM, CNOCOOHbIX - W

pewatb UHTenneKkTyanbHble 3aga4yn, TO eCTb
Takue 3agayvun, KotTopble noan TpagnumMoHHO
peLaroT npm NOMoOLLKM COOCTBEHHOIO

nHTennekrta. inun, Kak Bbipasunca PammoHa
Kypuseun (Raymond Kurzwell, poa. B 1948):
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«MckyccTBO CcO34aHNs MaLUuH, i Artificial Intelligence
usse

BbINOMHSAOLWMX PYHKLMK, TpebytoLme o A Modern Approach

MHTENMneKTa B cny4asax, korga ux BbIMOMHAOT Norvig Third Edition s s

Joan». ALWAYS LEARNING PEAJ' .
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[Monyums 6raronaps cMMOMOTUHECKOM CBA3U AOCTYMN K BO3MOXXHOCTAM, KOTOPbIE Mbl TEMEPb 3HAEM, KaK
peasim3oBaTb B KOMMNbIOTEPAX, Mbl CMOXEM <...> HEBUAAHHbIMMN TEMNAMU AOCTUYb HEAOCTUKMMbIX PaHEE BbICOT
yesioBeyeckoro TeopyecTtBa. Kak napTHepbl C UHTENNEeKTyabHbIMU CUCTEMAMMU, KOTOPbIE AOMO/IHAIOT U

KOMMEHCMPYIOT HalLKU UCNPABUMbIE HEAOCTATKN U B MONHOWN MEpe UCNOAb3YIOT NPUCYLLYIO HAM KPeaTUBHOCTb, Mbl
MOTr /11 Obl pa3BmMBaTb BCe 06/1aCTU HAYKU U MCKYCCTBA.

Mmesa BbluMCAUTENbHbIE KPbIbA, Mbl MOTM Bbl B3/1eTeTb HaBCcTpeuy @eHnKey
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Llenb UN: paclumpeHmne BO3IMOXHOCTEUN YerioBeKa

oA «ycuneHnem 4yeoBeyYeCcKoro MHTeNNEeKTa» Mbl NoApasymeBaem yBesinyeHne cnocobHocTu
4yenoBeKa NoAXoAUTb K CN0KHOW NPOobeMHON CUTyaLmm, 4O0CTUTaTb MOHUMAHKS,
COOTBETCTBYIOLLEro ero noTpedbHOCTAM, U HAXOAUTb peleHuna 3aaay. lNMoa Bo3poclnmm
CNOCOOHOCTAMM B 3TOM OTHOLLEHUM NOHUMAETCA COMEeTaHUe cneayroulero: bonee bbicTpoe
NOHMMaHMeE, nydllee NOHMMaHMe, BO3MOMXKHOCTb AO0CTUYb HEOOXOAMMOro YPOBHA MOHUMAHUA B
CUTYaUUKN, KOTOPasA paHblue b6bl1a CAULWLKOM CAOXKHOU, 6bosiee bbICTpble pelleHns, Aydlne pelleHus
M BO3SMOXXHOCTb NOMCKa peLlleHnn npobnem, KOTopble paHbLle Ka3a/MCb HepaspewwmnmbiMmun. A K
«CNOXHbIM CUTYaLMAM» Mbl OTHOCUM NPOPecCUoHabHble Npobaembl ANNAOMATOB,
PYKOBOAUTENIEN, COLMONONOB, Y4eHbIX-OMonoros, PU3NKoOB, aJBOKATOB, AN3aUHEPOB...

[lyrnac Hrenvbapt (1925—2013)

daBapa PpeakuH (1934—2023)




N 1 pa3suTmne obLlecTBa

MU — obnacTb HayKM U TEXHONOTNMN,
9 3aHMMAOLWAACA aBTOMATU3ALMEN PeLLeHUS

UHTE/INeKTyd/ibHbIX 3a44a4

UU paspBuraer
rpaHnUbl BO3SMOXXHOCTU
Halwlero UHTeNNeKTa

PacTyllee TexHO0rmyeckoe MoryLlecTBo

W yesioBeyectBa TpE6y6T COPa3mMepHOro pocTtd

KayecTBa pelleHnm

MU — Habop TexHonormn,
KOTOpble NO3BONAKT YCUNUTD

yesoBeyeCKUmM MHTeNnneKT
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HoBasa n HoBeuwaa ncropua U
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PIVIERCIEm, © MyHaameHTa bHble MOaenu
obyueHue
[logaBneHune u ba3oBble ApPXUTEKTYpPbl U MogesibHble
roMmoreHm3iadun4d dJIFOPUTMbI METOAbI (PYHKLNU
1943 +: nepBble MO4E/N NCKYCCTBEHHbIX 1986+: [lepBag peBoaOUMA rNyboKkoro obyueHus 2013 +: BTopagq peBonouuns rnybokoro obyueHuss —
HenpoceTeun — backprop + Differential Activation Deep MEXaHU3M BHUMAHUSA, @ 3aTeM — TpaHCchopMephil,
Networks (cTtatba XuHTOHA 1 gp. B Nature) dyHOameHTanbHble mogenu, pa3sutue NAS, xAl, MoE,

1940-50-e: [NosBNEHME MALIUHHOIO 0BYUYEHNA 1

HEeMpPOHHbIX CeTeun, NepBble 3KCNepUMEHTb 1987: TDNN, CNN 55L, RL, reHepaTneHasa pesontouna

2014: vmexaHn3mM BHUMAHUSA

2017: Tpchcbo IMer

1960-70-e: HempokomMmnboTepshl, lNepuenTpoH 1997: LSTM
Po3eH6natTa n ADALINE Yngpoy, ocHoBbI TEOpUU
HEMPOHHLIX CETEN, NepBble NPUKIAAHbIE MPOEKTHI
(5RI), ML B urpax (LLlaweuHasa nporpamma
Cambio3na, MENACE v T. a.), nepBble rnybokue
cetu (MBaxHeHKO)

1990-e — paHHue 2010-e: co3gaHue nNepBbiX
60nblUKNX OTKPbITbIX gatacetoB gand ML (MNIS
CIFAR, ImageNe |

/N JIl]

1970-e: JkcnepMMMeHTbl C 1I0KaJIbHO-CBA3HbIMMU
cetamun (HeokorHnTpoH Mykycnumel), nepebie
peanu3aunm meToaa 06paTHOro pacnpocTpaHe
ownbkn (Kennun, bpancoH, NanywkuH, Bepboc)

won [13
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Technology, IT etc.

GOFAI

Good Old Fashioned Artificial
Intelligence

Dy acronymsandsiang.com

The Bitter Lesson

BOB BURGIN Rich Sutton
March 13, 2019

The biggest lesson that can be read from 70 years of Al research is that general methods that leverage computation are ultimately the most effective, and by a large margin. The ultimate reason for this is Moore's law, or rather its generalization of continued exponentially
falling cost per unit of computation. Most Al research has been conducted as if the computation available to the agent were constant (in which case leveraging human knowledge would be one of the only ways to improve performance) but, over a slightly longer time
than a typical research project, massively more computation inevitably becomes available. Seeking an improvement that makes a difference in the shorter term, researchers seek to leverage their human knowledge of the domain, but the only thing that matters in the long
run is the leveraging of computation. These two need not run counter to each other, but in practice they tend to. Time spent on one is time not spent on the other. There are psychological commitments to investment in one approach or the other. And the human-knowledge

L approach tends to complicate methods in ways that make them less suited to taking advantage of general methods leveraging computation. There were many examples of Al researchers' belated learning of this bitter lesson, and it is instructive to review some of the most
prominent.

In computer chess, the methods that defeated the world champion, Kasparov, in 1997, were based on massive, deep search. At the time, this was looked upon with dismay by the majority of computer-chess researchers who had pursued methods that leveraged human
understanding of the special structure of chess. When a simpler, search-based approach with special hardware and software proved vastly more effective, these human-knowledge-based chess researchers were not good losers. They said that *“brute force" search may
have won this time, but it was not a general strategy, and anyway it was not how people played chess. These researchers wanted methods based on human input to win and were disappointed when they did not.

A similar pattern of research progress was seen in computer Go, only delayed by a further 20 years. Enormous initial efforts went into avoiding search by taking advantage of human knowledge, or of the special features of the game, but all those efforts proved irrelevant,
or worse, once search was applied effectively at scale. Also important was the use of learning by self play to learn a value function (as it was in many other games and even in chess, although learning did not play a big role in the 1997 program that first beat a world
champion). Learning by self play, and learning in general, is like search in that it enables massive computation to be brought to bear. Search and learning are the two most important classes of techniques for utilizing massive amounts of computation in Al research. In
computer Go, as in computer chess, researchers' initial effort was directed towards utilizing human understanding (so that less search was needed) and only much later was much greater success had by embracing search and learning.

In speech recognition, there was an early competition, sponsored by DARPA, in the 1970s. Entrants included a host of special methods that took advantage of human knowledge---knowledge of words, of phonemes, of the human vocal tract, etc. On the other side were
newer methods that were more statistical in nature and did much more computation, based on hidden Markov models (HMMs). Again, the statistical methods won out over the human-knowledge-based methods. This led to a major change in all of natural language
processing, gradually over decades, where statistics and computation came to dominate the field. The recent rise of deep learning in speech recognition is the most recent step in this consistent direction. Deep learning methods rely even less on human knowledge, and
use even more computation, together with learning on huge training sets, to produce dramatically better speech recognition systems. As in the games, researchers always tried to make systems that worked the way the researchers thought their own minds worked---they

HOW OUR TWENTY-WATT BRAI! . > . : . - R . . . . N . _
tried to put that knowledge in their systems---but it proved ultimately counterproductive, and a colossal waste of researcher's time, when, through Moore's law, massive computation became available and a means was found to put it to good use.

UNLC KED INTELLIGENCE

BEYOND BIOLOGY .. e . - . C : . - C . : .
In computer vision, there has been a similar pattern. Early methods conceived of vision as searching for edges, or generalized cylinders, or in terms of SIFT features. But today all this is discarded. Modern deep-learning neural networks use only the notions of

convolution and certain kinds of invariances, and perform much better.

Forbes 1 scoks

This is a big lesson. As a field, we still have not thoroughly learned it, as we are continuing to make the same kind of mistakes. To see this, and to effectively resist it, we have to understand the appeal of these mistakes. We have to learn the bitter lesson that building in
how we think we think does not work in the long run. The bitter lesson is based on the historical observations that 1) Al researchers have often tried to build knowledge into their agents, 2) this always helps in the short term, and is personally satisfying to the researcher,
but 3) in the long run it plateaus and even inhibits further progress, and 4) breakthrough progress eventually arrives by an opposing approach based on scaling computation by search and learning. The eventual success is tinged with bitterness, and often incompletely
digested, because it is success over a favored, human-centric approach.

One thing that should be learned from the bitter lesson is the great power of general purpose methods, of methods that continue to scale with increased computation even as the available computation becomes very great. The two methods that seem to scale arbitrarily in
this way are search and learning.

The second general point to be learned from the bitter lesson 1s that the actual contents of minds are tremendously, irredeemably complex; we should stop trying to find simple ways to think about the contents of minds, such as simple ways to think about space, objects,
multiple agents, or symmetries. All these are part of the arbitrary, intrinsically-complex, outside world. They are not what should be built in, as their complexity 1s endless; instead we should build in only the meta-methods that can find and capture this arbitrary

e
complexity. Essential to these methods is that they can find good approximations, but the search for them should be by our methods, not by us. We want Al agents that can discover like we can, not which contain what we have discovered. Building in our discoveries only
makes it harder to see how the discovering process can be done.
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Richard Sutton — Father of RL thinks
LLMs are a dead end

Richard Sutton is the father of

reinforcement learning, winner of the 202...
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MNepsasa sosHa MU Kacanack knaccudukaummn. ybokoe obyyeHne NoKasano, YTO Mbl MOXKEM HaYYUTb
KOMMbIOTEP KNACCUPULMPOBATL pa3sINYHbIE TUMblI BXOAHbIX AaHHbIX: N300parKeHusa, Buaeo, ayamo,
A3blK. Ceryac mbl HaxoaAMMCA B reHepPaTUBHOM BOJIHE, KOrda Bbl bepeTe BXOAHbIE AAaHHble U CO34aeTe
HOBble AaHHbIe.

Tpetba BosiIHA byaeT uHTepakTusHou dasou. BoT noyemy A yKe AaBHO yBEPEH, YTO ANANOr — 3TO
nHTepdenc byayulero. 3Haete, BMECTO TOro, YTobbl MPOCTO HAaXXMMaTb Ha KHOMKWU M nNeYyaTaTb, Bbl
byanete pa3roBapmsaTb co cBoen cuctemon UN.

N 3TN cnctembl CMOTYT AeNCTBOBATb. Bbl NpoCTO AaauTe cucteme o6LLYIO LeNb BbICOKOrO YPOBHSA, U
OHa byaeT NCcno/1b30BaTb BCE MMEIOLLMECH ¥ HEE MHCTPYMEHTbI ANA AOCTUXKEHMA 3TON Uuenn. Cuctemol
byayT pa3roBapuBaTtb C APYrMMU NtOAbMU, PAa3roBapmBaTb C APYTMMU CUCTEMAMM...

3TO OrPOMHbLIN CABUT B TOM, Ha YTO CNOCODOHbI TEXHONOMMN. ITO O4EHb, OYEHb INTYDOKMN MOMEHT B
MCTOPUN TEXHONOITMU, KOTOPbIN, 4 AYMalo, MHOTue ntoam HeJooLUEeHUBALOT.

Myctada CynenmaH, oamH n3 ocHosatenen DeepMind

ke A




AreHT — CTpoUTE/IbHbIN BNOK MHTEPAKTUBHOIO NIA
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Position: Foundation Agents as the Paradigm Shift for
Decision Making

BO3MOKHOCTb
NEenCcTBOBaTb
(npencTema Kak
MO/Za/IbHOCTb)

Xlaoqian Liu, Xingzhou Lou. Jianbin Jiao, Junge Zhang

Decision making demands intricate interplay between perception, memory, and reasoning to
discemn optimal policies. Conventional approaches 1o decision making face challenges related 1o
low sample efficiency and poor generalization. In contrast, foundation models in language and
vision have showcased rapid adapiation to diverse new tasks. Therefore, we advocate for the
construction of foundation agents as a transformative shift in the leaming paradigm of agenis.
This proposal is underpinned by the formulation of foundation agents with their fundamental
characteristics and challenges motivated by the success of large language models (LLIMS).
PpeiMUHT MHCTPYMEHTb! Moreover, we specify the roadmap of foundation agents from large interactive data collection or
generation, 1o self-supervised pretraining and adaptation, and knowledge and value alignment

with LLM=. Lastly, we pinpoint critical research questions derived from the formulation and
delineate trends for foundation agents supported by real-world use cases, addressing both

A re H T H O CT b technical and theoretical aspects (o propel the field towards a more comprehensive and impactiul

future.

Lenn (oepesbA,
rpadbl) paccyKaeHnm
N NenNcTBUN

Jlonrocpo4yHasn
NamMATb




MoaenmpoBaHuMe paccyKaAeHn

T HINKIN G,

FAST. SLOW

DANIEL

KAHNEMAN
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PaccyKaeHna A3bIKOBbIX MOAEEN

Man 2022: npenpuHT paboTbl
Takeshi Kojima v ero Konner, B
KOTOpOW npeanaraerca naes

MHCTPpYKUMn «Let's think step

cTatbuh Jason Wei n ero v steby 1S FeHenaLmum
Konner, NoCBALWEeHHaA y SLep> A Pa} o Hoabpb 2023: CMW BnepBble
Leno4yeK pacCcyXaeHun;

reHepauuu Lernoyex nuwyT npo Q*

paccy*kaeHuni (chain-of- rpPaHnua NPUMEHEHN
thought) 60MbLINMM PacCyXXAEHMI paclunpAeTcA

3a npeaenbl NPoCTbIX
A3bIKOBbIMU MOAENAMMU
apUPMETNYECKUX U

NNormyeCKnxX 3aaadu

AHBapb 2022: npenpuHT

CeHTA6pb 2024: BbIXOA,
moaenun ol, kotopaa ymeet
paccyXaaTb

AHBapb 2025: BbIXxoa moaenu
DeepSeek R1 B open-source

QO

LIMS
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AnBapb 2024: Coam ANbTMaH B
noaKacte y bunna lentca
roBopwuT, YTo «B obnactn U
Hanbonee BaxKHble 0bnacTn
nporpecca 6yayTt cBA3aHbl CO
CNOCODOHOCTbIO paccyXaaTb

Utonb 2024: sBce CMU
(Bloomberg, WSJ, NYT)
nuwyT, YTo OpenAl paboTaer
Ha[d, PU3OHMHIOM MoAa
KOA0BbliM Ha3BaHUEM
«Strawberry»




Moaoenn mmpa m cetm aibTepHaTUB

KOL,

Moaenn mmpa coBpemMeHHbIX TPaHCPOPMEPHbIX PYHAAMEHTANbHbIX
Mmoaenen AatoT BO3MOXKHOCTb aHa/In3a CeTeN BO3MOXKHbIX a/1IbTEPHATUBHbIX
NEencTBMUM areHToB B peasibHOM MUpE C NocaeayoLWwmMm aHain30M U OLEHKOM
nocaeacTBnMn coBepLIEHHOro Bblbopa

LLM/MLLM moryT BbInonHATL ponb policy u evaluation networks AlphaGo

ONA 3a4a4 peanbHOro mmpa, YTo no3sonaer merogam N BbinTK 3a npeaensl
UrPOBbIX MUPOB
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[Submitted on 27 Mar 2018 (v1), last revised 9 May 2018 (this version, v4)]

World Models

David Ha, Jurgen Schmidhuber

We explore building generative neural network models of popular reinforcement learning
environments. Our world model can be trained quickly in an unsupervised manner to learn a
compressed spatial and temporal representation of the environment. By using features
extracted from the world model as inputs to an agent, we can train a very compact and simple
policy that can solve the required task. We can even train our agent entirely inside of its own
hallucinated dream generated by its world model, and transfer this policy back into the actual
environment.

An interactive version of this paper is available at this https URL

Subjects: Machine Learning (cs.LG); Machine Learning (stat.ML)
Cite as: arXiv:1803.10122 [cs.LG]
(or arXiv:1803.10122v4 [cs.LG] for this version)
https://doi.org/10.48550/arXiv.1803.10122 o

Ynanoch yBUIeThb, KaK B MO3’KeuKke
JIMYUHOK JAHHO-PEPHO CTPOATCA MOAEIH
B3aUMOEeVMCTBUS TeJia C BHEIIHUM
MHPOM

« LAHUUT MAPKOB « HEMPOBUONOTUA, BUONOTrUSA PA3BUTUA -
44 KOMMEHTAPUA




AGI KaK uenb 2025—2030°?

«1o0 npoosuUHyMbIM yHUBEpcasnbHbIM MU a noHumaro cucmemeol UU,
criocobHble conepHUYamMeb € Yesao08e4ecKum mo320M UAu
1pesocxooums e20 8 C/IOHHOCMU U CKOpOoCcmMu, Komopble CrioCobHbI
noay4yames obwue ceedeHus, MaHunyaAuposams UMu U 8bICMPAUBAMb
pacCyH0eHUAa U Komopble Mmo2ym UCMosab3080MbCA, Mo cymu, 8
At0bou a3ze UHOYyCcmpuasibHbIX UsU BOEHHbIX oriepayuut, 8 KOmopou
66171 661 HeObX00UM YenoseyecKul UHMenn1eKkm»

Mapk l'ybpya. HaHoTexHonormm n mexayHapoaHas 6esonacHocTb (1997)

«AG| — UCKyccmeeHHbIU UHmMenneKkm, crnocobHesil ycrnewHo
8bIMO/HUMb 1106YI0 UHMeENAeKmyasnbHYyo 3a0a4y, nocusibHyro 0114

uesioeexka»

FORESIGHT

FORESIGHT

ARCHIVED

[xxemmc CennrmaH. MawmHHoe obydyeHmne B mapkeTtuHre (2020)

November 5-8, 1997; Palo Alto, CA
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AGI kKak uenb 2025—2030°

«AGl — UckyccmeeHHbIU UHMesnneKkm, criocobHbIU ycriewHo 8bInoaAHUMb A by UHMenRneKmyasnbHyo 3a0a4y,
MOCUsIbHYHO O/18 Yes108eKa»

B pamKax Kakoro spemeHHoro /
[1n5 Kakoro 4yenoBeka? SHepreTnyeckoro / CTOMMOCTHOTO
NMUTA?

YTO 3HAYUT «yCcneLwHo
BbIMOAHUTBH» ?

BaXXHbl umeHHO 100% 3aaay? KaK npoBepATb?




"Mo gaHHbIM The Information, OpenAl n Microsoft B 2023 roay
CorsiacoBann KOHKPETHOoe onpeaesieHne NCKYCCTBEHHOro obLlero
nHtennekta (AGl): cucrema bygeTt cumTaTbCs AOCTUTLLEN YPOBHSA
AGlI, Korga cMoXeT reHepunpoBaTb NPUbLIIL He MeHee 100
MUANapAOB A0NN1apPOB"

The Information

Microsoft and OpenAl's Secret AGI Definition

Finally, a verifiable, numbers-based description of artificial
general intelligence has arrived!Whether AGI has or hasn't been




Tenepb mbl BCe Kneem B mmpe LLM




Obpa3 byayLero
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HO roe mbl HAXOAMMCA Ha CaMOM aesie?

Performance limit

l
!

aoueuLIojiad

New technology ]

Performance limit

)
l

a,b,c,d are different
points on S-curve

current technology

1T1me
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HO roe mbl HAXOAMMCA Ha CaMOM aesie?

Performance limit

New technology }

a,b,c,d are different |
points on S-curve

current technology

—>
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Exuk cywmt rpubbl 1 g96noku. Hapucyin ka-
paHgaloM HWUTKY Tak, 4ToObl cHavasia Oblo
A6N10KO, NOTOM rpubOK, MNOTOM ONATb HAO6NOKO
N ONATb rPUboOK ”n T.A4.




Announcing ARC-AGI-3

The only unsaturated agentic intelligence benchmark in the world
Humans score 100%, Al <1%

This human-Al gap demonstrates we do not yet have AGI

Most benchmarks test what models already know, ARC-AGI-3 tests how

they learn
ARC-AGI-3
\ hr—\
Agentic Intelligence - 100% solved by humans
Il GIF S
OF:% 13 207 Q 1.5K i 103K [ 3
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SCORE [%]
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ARC-AGI-3 Leaderboard
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Hac XxaeT «<MHTenneKkrtyanbHbIN B3PbIB»!

ARC-AGI Semi-Private v1 Scores Over Time

THE .
g 03 tuned high

(unreleased)

INTELLIGENCE (£ e

EXPLOSION Intelligence
Explosion! -
WHEN Al BEATS HUMANS . . . _

AT EVERYTHING "

JAMES B @@@/

Author of Our FinSa

Scenario: Intelligence Explosion

i“;“ |
O N utomate Superintelligence?
%" % Al Research . : '
ol 14 D
A g T g g
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Release Date

Automated
Alec Radford?
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GPT-4:
Smart High Schooler

GPT-3:

Elementary Schooler

Effective Compute (Normali

GPT-2:

Preschooler

2018 2020 2022 2024 2026 2028 2030

Rough illustration.

SITUATIONAL AWARENESS | Leopold Aschenbrenner
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AGI| n «<MHTenneKkryanbHbIN B3PbIB»

Base Scaleup of Effective Compute . : :
Decomposing drivers of progress

Algorit hmic Progress:
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[MpnbnnsnTenbHble OLEHKM NPOLWAbIX 1 byaylwmnx o6 bEMOB OueHOo4YHOoe BAnAHME Pa3INYHbIX PaKTOPOB Ha POCT 06 BEMOB

3P PEKTUBHDIX BbIYNCAEHNI (3@ CYET POCTA KaK PU3NYECKUX 3P PEKTMBHbBIX BbIYUCIEHUNIN, BKAOYAA «pacKkpenoleHune» (unhobbling)
BbIYUCANTE/IbHBIX MOLHOCTEN, TAaK U ANTOPUTMUNYECKOU

dppeKkTnBHOCTHM). [10 Mmepe Toro, Kak macluTabmnpytoTca moaesin, OHU

CTAHOBATCA 6bonee «KyMHbIMUY.
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MOE XOBBUW: SKCTPANOAUPOBATD

KAK BUAUM, K KOHLY
CAEAYHOUWEM MECAUA
/Y TEBA BYAET BOAEE
/S MATU AECATKDB MYXKEN.
k DAHYECTRD / AVYIE BAKAKK

MY HEL CBAAEBHbLIE

=0 TOPTbl ONTOM.

RYEFA CEMCAHA
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XOeT N Hac «MHTeNnsNeKTyarnbHbIU

1400
1200
1000

800

Iloructnyecknm poct

dN/dt = WN*(K-N)/K

600
400
200

0
0 10 20 30 40 50 60 70 80 90

J10CTaTOYHO YacToO ANHAMUKY PAa3BUTUA TOU UIN MHOU TEXHONOTUU
XapaKTEePM3YIOT KaK SKCNOHeHUManbHYy0. OAHaKo B AEUCTBUTENIbHOCTMN,
B CUNY CYLLECTBOBAHUA PYHAAMEHTANIbHbIX OrPaHNYEHUN, PpeasibHble
KpuBble Pa3BUTUA ABNAIOTCA S-00pa3HbIMMU
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MHOrne nHTenneKkTyaabHble 3a43a4M OTHOCATCH
K Knaccy cnoXXHoct EXPTIME-COMPLETE,
MNO3TOMY NPM SKCNOHEHLLMAZIbHOM YBE/IMYEHUN
NMPOU3BOAUTE/IBHOCTU KUHTENJIEKT» CUCTEM
byaeTt pactu AULWb NMHENHO
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Say that you are
CONsScCIous

Free will is T
an illusion - % >| am conscious

The self iIs
an illusion

C @ % arxiv.org/abs/2308.08708

Consciousness e ariv

Computer Science > Artificial Intelligence

z 4 = !
I s a n I I I u S I o n [Submitted on 17 Aug 2023 (v1), last revised 22 Aug 2023 (this version, v3)]

Consciousness in Artificial Intelligence: Insights from the Science of Consciousness

Patrick Butlin, Robert Long, Eric EImoznino, Yoshua Bengio, Jonathan Birch, Axel Constant, George Deane, Stephen M. Fleming, Chris Frith, Xu Ji, Ryota Kanai, Colin Klein, Grace Lindsay, Matthias Michel, Liad Mudrik, Megan A.
K. Peters, Eric Schwitzgebel, Jonathan Simon, Rufin VanRullen

Whether current or near-term Al systems could be conscious is a topic of scientific interest and increasing public concern. This report argues for, and exemplifies, a rigorous and empirically grounded approach to Al consciousness: assessing existing Al systems
in detail, in light of our best-supported neuroscientific theories of consciousness. We survey several prominent scientific theories of consciousness, including recurrent processing theory, global workspace theory, higher-order theories, predictive processing, and
attention schema theory. From these theories we derive "indicator properties" of consciousness, elucidated in computational terms that allow us to assess Al systems for these properties. We use these indicator properties to assess several recent Al systems,

C o n s C i o u s n ess " : R _ and we discuss how future systems might implement them. Our analysis suggests that no current Al systems are conscious, but also suggests that there are no obvious technical barriers to building Al systems which satisfy these indicators.

Subjects: Artificial Intelligence (cs.Al); Computers and Society (¢s.CY); Machine Learning (cs.LG); Neurons and Cognition (g-bio.NC)

. S th e 0 l | l y th . ' . g : ’ s m Citeas:  arXiv:2308.08708 [cs.Al]
I I * | W, (or arXiv:2308.08708v3 [cs.Al] for this version)
A\ -

https://doi.org/10.48550/arXiv.2308.08708 (i
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From: Robert Long [view email]
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[v3] Tue, 22 Aug 2023 17:33:15 UTC (1,543 KB)
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Bce aaHHble ana oobyvyeHua N koHuumnuco!

nature View all journals Q Search Log in

Explore content v About the journal v Publish with us v Subscribe Sign up for alerts £\ RSS feed

nature > news feature > article

NEWS FEATURE 11 December 2024

The Al revolution is running out of
data. What can researchers do?

Al developers are rapidly picking the Internet clean to train large language models such
as those behind ChatGPT. Here’s how they are trying to get around the problem.

By Nicola Jones

M ¥ f In ¢ O X

are Now

Running out of data after
feeding the entire internet

ICRICTHIChatGPT-like Apps




RUNNING OUT OF DATA

The amount of text data used to train large language models (LLMs) is rapidly
approaching a crisis point. An estimate suggests that, by 2028, developers will
be using data sets that match the amount of text that is available on the Internet.

— Amount of available text on the Internet - Size of training data sets for LLMs
e Individual LLMs

Median projection for
when the amount of
available text equals
the training data size.
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*One token is about 0.8 words. tTechnology Innovation Institute, Abu Dhabi,
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Computer Science > Machine Learning

[Submitted on 26 Oct 2022 (v1), last revised 4 Jun 2024 (this version, v2)]

Will we run out of data? Limits of LLM scaling based on human-
generated data

Pablo Villalobos, Anson Ho, Jaime Sevilla, Tamay Besiroglu, Lennart Heim, Marius Hobbhahn

We investigate the potential constraints on LLM scaling posed by the availability of public human-generated text
data. We forecast the growing demand for training data based on current trends and estimate the total stock of
public human text data. Our findings indicate that if current LLM development trends continue, models will be
trained on datasets roughly equal in size to the available stock of public human text data between 2026 and 2032,
or slightly earlier if models are overtrained. We explore how progress in language modeling can continue when
human-generated text datasets cannot be scaled any further. We argue that synthetic data generation, transfer
learning from data-rich domains, and data efficiency improvements might support further progress.

Subjects: Machine Learning (cs.LG); Artificial Intelligence (cs.Al); Computation and Language (cs.CL); Computer Vision and Pattern
Recognition (cs.CV); Computers and Society (cs.CY)

Cite as:  arXiv:2211.04325 [cs.LG]
(or arXiv:2211.04325v2 [cs.LG] for this version)

https://doi.org/10.48550/arXiv.2211.04325 i

Submission history

From: Pablo Villalobos [view email]
[v1] Wed, 26 Oct 2022 00:28:40 UTC (4,493 KB)
[v2] Tue, 4 Jun 2024 22:09:46 UTC (1,791 KB)

[Submitted on 20 Jul 2024 (v1), last revised 24 Jul 2024 (this version, v2)]

Consent in Crisis: The Rapid Decline of the Al Data Commons

Shayne Longpre, Robert Mahari, Ariel Lee, Campbell Lund, Hamidah Oderinwale, William Brannon, Nayan Saxena,
Naana Obeng-Marnu, Tobin South, Cole Hunter, Kevin Klyman, Christopher Klamm, Hailey Schoelkopf, Nikhil
Singh, Manuel Cherep, Ahmad Anis, An Dinh, Caroline Chitongo, Da Yin, Damien Sileo, Deividas Mataciunas,
Diganta Misra, Emad Alghamdi, Enrico Shippole, Jianguo Zhang, Joanna Materzynska, Kun Qian, Kush Tiwary,
Lester Miranda, Manan Dey, Minnie Liang, Mohammed Hamdy, Niklas Muennighoff, Seonghyeon Ye, Seungone
Kim, Shrestha Mohanty, Vipul Gupta, Vivek Sharma, Vu Minh Chien, Xuhui Zhou, Yizhi Li, Caiming Xiong, Luis Villa,
Stella Biderman, Hanlin Li, Daphne Ippolito, Sara Hooker, Jad Kabbara, Sandy Pentland

General-purpose artificial intelligence (Al) systems are built on massive swathes of public web data, assembled into corpora
such as C4, RefinedWeb, and Dolma. To our knowledge, we conduct the first, large-scale, longitudinal audit of the consent
protocols for the web domains underlying Al training corpora. Our audit of 14,000 web domains provides an expansive view of
crawlable web data and how codified data use preferences are changing over time. We observe a proliferation of Al-specific
clauses to limit use, acute differences in restrictions on Al developers, as well as general inconsistencies between websites'
expressed intentions in their Terms of Service and their this http URL. We diaghose these as symptoms of ineffective web
protocols, not designed to cope with the widespread re-purposing of the internet for Al. Our longitudinal analyses show that in
a single year (2023-2024) there has been a rapid crescendo of data restrictions from web sources, rendering ~5%+ of all
tokens in C4, or 28%+ of the most actively maintained, critical sources in C4, fully restricted from use. For Terms of Service
crawling restrictions, a full 45% of C4 is now restricted. If respected or enforced, these restrictions are rapidly biasing the
diversity, freshness, and scaling laws for general-purpose Al systems. We hope to illustrate the emerging crises in data
consent, for both developers and creators. The foreclosure of much of the open web will impact not only commercial Al, but
also non-commercial Al and academic research.




Annual Size of the Global Datasphere 175 ZR

' The volume of data generated, consumed
copied, and stored is projected 1o exceed 180
I l Zettabytes by 2025

[TporHo3 IDC B 2018 roay npeanonaran, Yto TeMnbl PpocTa
oyayT X2 Kaxable 2,2 roga, un Kk 2025 roay mbl Hakonum 175
/b oundpopoBaHHbIX AAaHHbIX. YTOYHEHHbLIN NPorHo3 B 2020

rogy nogHan nnaHky go 180 Zb
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Tonbko okono 10% gaHHbIX YHUKAmbHbI
(90% npuxogutca Ha pennukn) (Ha 2020

roq)

B 2025 roay oons yHuKanbHbIX CHU3UTCA
Ao 9%

To ecTb 0OBEM YHUKAlNbHbIX AaHHbIX PacTeT
MearieHHee, HO BCE Xe 3KCNoHeHUuMarnbHO
(NpumepHo %2 3a 2 roga)

Takmum obpasom, K KoHUy 2025 B
pacrnopsi>xeHmn yenoseyecTtBa oyaet 16,4
Zb yHUKanNbHbIX OaHHbIX
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Total size of Wikipedia
article text in gigabytes




Libgen Growth
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Large-scale models by domain and publication date Z EPOCH Al

Training compute (FLOP) ® Language Multimodal Speech @ Games Drawing @ Biology @ Vision

Gemini UItra/

AlphaGo Zero

S/

O

O
~— AlphaGo Master

2017 2018 2020 2021
Publication date

[To naHHbIM J1. AlieHbpeHHepa Bbl4OOaKETHLI HA 00y4yeHmne Tonosou LLM pocnu Ha 0,5
KoL m OECATUYHbIX NOpAAKa B rod; B LIeNOM 3TO cornacyertcsa ¢ AaHHbIMU Epoch Al




[Submitted on 23 May 2023 (v1), last revised 26 Oct 2023 (this version, v4)]

Scaling Data-Constrained Language Models

Niklas Muennighoff, Alexander M. Rush. Boaz Barak, Teven Le Scao, Aleksandra Piktus, Nouamane Tazi, Sampo Pyysalo, Thomas Wolf, Colin Raffel

The current trend of scaling language models involves Increasing both parameter count and training dataset size. Extrapolating this trend suggests that training dataset size may soon be limited by the amount of text data available on the internet. Motivated by
this limit, we investigate scaling l[anguage models in data-constrained regimes. Specifically, we run a large set of experiments varying the extent of data repetition and compute budget, ranging up to 900 billion training tokens and 9 billion parameter models. We
find that with constrained data for a fixed compute budget, training with up 1o 4 epochs of repeated data yields negligible changes 1o loss compared to having unique data. However, with more repetition, the value of adding compute eventually decays 1o zero.
We propose and empincally validate a scaling law for compute optimality that accounts for the decreasing value of repeated tokens and excess parameters. Finally, we expenment with approaches mitigating data scarcity, including augmenting the training
dataset with code data or removing commonly used filters. Models and datasets from our 400 fraining runs are freely available at this hitps URL.

d ['lpn aTOM YyXXe co 2-1 anoxm HaYnHaeTcs HekoTopaa aerpagauma no OTHOLLEHUIO K criyyato, Korga
MoAdernb BUOUT OpUrMHanbHble AaHHble, @ HE NOBTOP

d Yem bonblue pazmep camon Mogenun, Tem bonblle oHa aerpagupyet (o4eBmaHo, YTO bonbLlaa Moaenb
bonblle crnocobHa 3anoMunHaTh OATACET)

d Ecnn HKU4ero He MeHsATb B 0Oy4YeHUN, NPOCTO YYNUTLCSH Ha BCEX AOCTYMNHbIX TEKCTOBbIX AaHHbIX, TO OT
MOMEHTa AOCTUXEHUA CUTYyaLIUN «BbIMUCITUTENBHbLIN DIOMXKET Nydllnx moaenen = 1 npoxoa no BCem
OAaHHbIM B M1pe» (Mo MOUM oLleHKaM — K Hadany 2026 roga) oyoet npumMmepHo 4 roga, noka Mbl HE
nPUAEM K CcUTyaLun, YTo ganbHENLLINX nporpecc oyaet obycrnoBrneH CKOPOCTbIO HAKOMMEHUA AaHHbIX, a
HE CKOPOCTbIO pOCTa BbIYUCIIUTESbHbLIX OIOOXKETOB

] Ho n nocne aTtoro MOMeHTa B TaKOM CLeHapun NPorpecc He 0OCTaHOBUTCA, NMPOCTO OyAET HE TaKUM
ObICTPbIM, Kak cenyac
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JTY TOYKY BnpaBo oyayT ABUraTthb:

CuHTETUKa/ayrmeHTaums CxemMbl «Pn3oHuHr + RL» Ha
OAHHbIX aTane obyyeHus

AnbTepHaTUBHbIE LIENEBbIE
3aa4n npu obyvyeHunn
[lepeHOC 00y4eHnsa n3a (denoising/FIM n 1. n.
Opyrux moaanbHOCTEN BMECTO
aBTOPErpPeCcCUOHHOro
A3bIKOBOIo MoaennpoBaHuns)

KOLL m EKATEPUHBYPI - 15 OKTABPHA 2026

Test-time compute BO BCeX
NPOSABNEHUAX

AKTUBHOE 0by4yeHune

Curriculum learning Bo Bcex
ero nNposiBNeHnax
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Search FRED Data...

RELEASE CALENDAR  TOOLS v NEWS

> Labor Market Conditions

leed in the United States (IHLIDXUSTPSOFTDEVE)

Frequency:
2020=100, Daily,
Adjusted /-Day

1Y ‘ 5Y ‘ 10Y ‘ Max

2020-02-01 |to| 2026-02-20

ited States

2022-07 2023-01 2023-07 2024-01 2024-07 2025-01

fred.stlouisfec
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FEDERAL RESERVE BANK of ST. LOUIS

FRE Search FRED Data... Q @

RELEASE CALENDAR  TOOLS v NEWS BLOG ABOUT v

Home > Categories > Population, Employment, & Labor Markets > Labor Market Conditions

17 Software Development Job Postings on Indeed in the United States (iHLIDXuSTPSOFTDEVE)

Observations v Units: Frequency:
2026-02-20: 71.44 Index Feb, 1 2020=100, Daily,

Updated: Feb 25, 2026 1:17 PM CST Seasonally Adjusted 7-Day
Next Release Date: Not Available

1Y ‘ 5Y ‘ 10Y ‘ Max Edit Graph

2020-02-01 |to| 2026-02-20 Download &

FRED ;4 - Software Development Job Postings on Indeed in the United States
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Source: Indeed via FRED®

Shaded areas indicate U.S. recessions. fred.stlouisfed.org
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FEDERAL RESERVE BANK of ST. LOUIS

FRE D Search FRED Data... Q @

RELEASE CALENDAR  TOOLS v NEWS BLOG ABOUT v

Home > Categories > Population, Employment, & Labor Markets > Labor Market Conditions

17 Software Development Job Postings on Indeed in the United States (iHLIDXuSTPSOFTDEVE)

Observations v Units: Frequency: N ‘ oy ‘ oy ‘ o Edit Graph @
2026-02-20: 71.44 Index Feb, 1 2020=100, Daily,

Updated: Feb 25,2026 1:17 PM CST Seasonally Adjusted 7-Day 020.02.01 |to| 2026.09-90 [Download $ J
Next Release Date: Not Available

FRED ,Zﬂ — Software Development Job Postings on Indeed in the United States
240

220

200

180

my Nnear terrm
guess

dotcom crash
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/—\ Indeed via FRED®
areas indicate U.S. recessions. fred.stlouisfed.org [Fullsereen []]
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[lapagokc LIXXeBOHcCa

[Tapagokc [keBoHca, 3Qp@EKT
[1>keBOHCA — TEPMUH B
9KOHOMUYECKON Hayke,

JEVONS PARADOX

FUEL EFFICIENCY GANS TEND TO INCREASE

NOT DECRESSE., FUEL USE . ¥ onucbiBawLWKMKX cUTyauuto, Kkorga
§ TEeXHONorM4yecknm nporpecc,
THESE- NEW CARS ARE SO %
EFFICENT EVERYONE'S KOTOPbIN YBEJIUHNBAET
DRIVING EVERYWHERE
de p 9P PEKTUBHOCTb UCMONb30BaHUS

Kakoro-nmbo pecypca, yBenunimBaeTt
00OBLEM NMoTpebneHnsa pecypca ns-3a
bonee HU3KNX 3aTpaT npu
MCMONb30BaHUN

YCOBEpPLUEHCTBOBAHHbIX TEXHOIOTUA

[lapagokc [)xeBOHCa 3aKn4vaeTcd B
Heo4YeBMOHOM (PaKTe: POCT

9P PEKTUBHOCTU NCMNOSIb30BaHUS
pecypca BedeT HE K YMEHbLUEHUIo, a
K YBEMNMUYEHUIO ero notTpebdneHns William Stanley Jevons (1835—

1882)

KOLl m EKATEPUHBYPI - 15 OKTABPHA 2026



KO[Ll m EKATEPUHBYPI - 15 OKTABPHA 2026

O oBLbl, TAKUE PY4YHbIE U
HenpuxoTtnueblie B eae. OHM
CTAHOBATCSH HACTO/IbKO
XagaHbIMU U HEOBY3AaHHbIMM,
YTO NOrNoLalT cCaMuUx
noaeun, onycToLualoT y
aenaloT 6e3noaHbIMU NONA,
AOMa U ropopaa
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Cnacmbo 3a BHUMaHuUe!
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